. M PRINCETON
UNIVERSITY

Google Research  |_abelDP-Pro: Learning with Label Differential Privacy via Projections

Badih Ghazi', Yangsibo Huang'*, Pritish Kamath', Ravi Kumar', Pasin Manurangsi’, Chiyuan Zhang"

TGoog\e Research, *Princeton University

Background & motivation Results
Differential privacy (DP; bwork et al., 2006) gives formal privacy guarantee " RR (Warner) B RR-debiased [ LP-2ST (Ghazietal) B ALIBI (Maleketal.) [l DP-SGD (Abadietal) E. LabelDP-Pro (Ours)
 Privacy budget € - lower value: higher privacy guarantee
Label differential privacy (Label DP; chaudhuri & Hsu, 2011) . 100 |MNIST-10 :
| | | | | | | N 85.6 9 8.9 02. 8.5 909 . 2y 941 02.3 9%
e [n certain applications, x (input) is public, only v (label) has privacy concern = 50 6.2 682 33
e Example: online advertising 2 51:3 500
Challenge: achieving Label DP in high privacy regime (i.e., low €) with good utility 0 A ]

e Randomized response (RR; Warner, 1965) achieves label DP but with a huge utility loss e=0.01
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e=1, RR returns a wrong label in 54% cases! £=0.05 e=0.1 £=0.2
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: : : . RR (Warner) Bl RR-debiased [ RRWithPrior (Ghazi et al.) Bl PATE-FM (Malek et al.) ll DP-SGD (Abadi et al.) & LabelDP-Pro (Ours)
Main contnbutions

e \\e propose LabelDP-Pro, a new family of methods which achieves a much better S 10 ‘ | L8 . 4 ”r 86.9 87.0/8
privacy-utility tradeoff for labelDP in high privacy regime S 50 | . ' ' |
o | abelDP-Pro improves the state-of-the-art for LalbelDP training in the high-privacy regime Z |
on 4 benchmarks & for user-level DP applications O S
e Theoretical justification of LabelDP-Pro (in paper) e=0.01 e=0.02 e=0.05 e=0.18 e=0.29

" RR (Warner B DP-SGD (Abadi et al.) BB LabelDP-Pro (Ours)

Our proposal 1| Online advertising

o DP-SGD (abadi et al., 2016) achieves better utility for high privacy regime, but it targets full-DP: 8
: <
overly strict for LabelDP
e \Ve propose LabelDP-Pro (‘Pro’ for projection): “denoise” DP-SGD gradient by
projecting it onto a subspace constructed from public iInformation e=0.1
5 Denoi Output
o\ 7 - enoiser utpu - _
Y-S /' ppojected Gradient R — More details (in papen Future work
g e 55 SELFSPAN  Proj,(g¢) for A = span {1V, £(0+, (%, K) }ic 18 e[k o [fficient implementation of the projection-based denoiser e More efficient denoisers
— (8 t
Non-Privatiusss SELFCONV  Proj,(8:) for A = conv {{Ve, £0s, (@i, ) }ierg neix] e More experimental results e Extension of LabelDP-Pro to regression tasks

Projection Subspace ALTCONV  Proj,(g:) for A = conv ({V,£(0:, (i, K)}z'eIf,ne[K]

e Theoretical analysis: \Why LabelDP-Pro is better than RR"



